
CAN THE TRUST MODEL PAYMENTS IS BUILT ON
SURVIVE AGENTIC AI?

You can’t walk into a payments conference, board meeting
or regulatory roundtable right now without hearing about
agentic AI. It’s framed as either the next leap in efficiency or
the next systemic risk – more often than not within the
same panel discussion.

But the truth is that while payments optimise for efficiency,
they survive on trust. If that trust is lost, no amount of
processing speed or product innovation fixes it overnight.

Now that AI agents can actually move money through
regulated rails, tougher questions come up: can our trust
model handle that? Are today’s liability rules enough? Can
they stretch? Or are we racing ahead of the structures that
keep the whole system steady?
We’re at the start of a major structural shift in payments.

Retail payments are quietly moving from transactions we
initiate ourselves to ones executed by systems acting on
our behalf. Historically, a payment was a deliberate act.
You decided. You clicked. You confirmed. Even one‑click
checkouts and subscriptions preserved a moment of intent
– a timestamp tying the action to you.

That moment of clicking carries a lot of weight. It ties the
payment back to a person and gives us something to point
to if things go wrong. It is what lets us ask: did the
customer mean to do this?

Agentic execution shakes up that question.
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What can AI agents do?

In delegated setups, a person sets the rules once and the
system makes decisions later. The payment might go
through without you lifting a finger. Intent and execution
are now separated in time.

For example, take a household budgeting agent. A
consumer asks it to “optimise monthly bills”. It switches
electricity provider and prepays a discounted annual plan.
The payment is authenticated. The mandate did include
optimisation. But months later the consumer challenges it,
as they hadn’t expected a full year to be paid upfront.
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It’s not immediately clear where that leaves things. Was the instruction simply too broad? Or
did the system stretch the interpretation further than the customer had in mind?
A small exporter using a treasury agent to “minimise FX costs” might encounter something
similar. In trying to reduce costs, the agent routes payments through a stablecoin rail. The
agent does what it was asked to do and stays within the rules, yet internally the transaction
is flagged as unusual.

Is that optimisation working as designed, or behaviour that existing monitoring tools weren’t
built to recognise?

Subscription management feels routine. An agent cancels and renews services based on
usage patterns. In a busy month it upgrades the plan automatically, pushing the user into a
higher tier.

Still within authority? Or does consent begin to thin out as circumstances shift?

An elderly customer delegates grocery shopping. The system increases quantities because it
predicts higher demand. A family member later challenges the spending.

Is that misuse? A reasonable reading of the brief? Something in between?

In all these examples, the transaction is valid, authentication holds and the rails function as
they should. What is less clear is whether the outcome still aligns with what the customer
believed they had authorised in the first place.

We’ve seen hints of this before as direct debits and recurring payments already work on
prior consent. But agentic systems go further. They interpret instructions, not just follow
them. They can weigh options, respond to context, even decide what “best” looks like within
the parameters they’ve been given. As those use cases expand, that interpretive layer
matters more.
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What are the parameters of responsibility with an AI agent?

This is where strain might start to show. A transaction can tick every box on authentication
and compliance, yet the line of intent is blurred. The frameworks we have today weren’t
really built for that. They assume clear chains of responsibility, where you can point to a
specific decision and a clearly accountable institution.

When agentic AI enters the picture, the landscape becomes more crowded. It is no longer
just a bank, a network and a processor. There may be multiple agents, built by different
developers and operating under different governance standards, all sitting within the same
payments chain while appearing to the customer as a single service.

In a narrow use case it may still be possible to identify who is responsible for what, and to
whom. But as the scope widens, dependencies multiply. Decision‑making becomes layered
and the lines between instruction, interpretation, and execution begin to blur.



Execution can be delegated. Responsibility cannot. Outsourcing has always worked that way:
the work may move, but the accountability stays put.

That points towards some form of shared responsibility. If interpretation, decision and
execution are shaped by different actors along the chain, it becomes harder to argue that
liability neatly rests in one place.

That does not mean responsibility is diluted. It means it has to be defined more deliberately.
In some cases it may need to be shared. The real test is whether that can happen without
making recourse for the end user harder to understand.
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How can transparency be maintained?

Regulators expect to be able to trace an outcome back to a decision. When something goes
wrong, someone has to be able to say who made the call. Fraud systems are trained on
patterns of human behaviour; they are designed to spot what looks out of place. Disputes
depend on being able to reconstruct a sequence – who gave consent, who had authority,
who exercised control. Once a model is part of that decision, you also need to understand
how its recommendation was reached.

Security tools such as tokenisation and strong authentication can confirm that an authorised
party initiated a transaction. They do not, by themselves, explain how a particular choice was
reached inside a delegated mandate. As agentic systems mature, we will need clearer
expectations around a few basic things:

1.Whether institutions can reliably distinguish between direct human initiation and
agent‑mediated execution.

2.How delegated authority is represented across different rails and schemes.
3.What kind of evidence should exist if a transaction is later contested, especially when

intent and execution are separated in time.

If those answers emerge piecemeal, the result will be fragmentation. Some institutions will
treat agent‑executed payments as indistinguishable from human‑initiated ones. Others will
add extra safeguards, limits, or carve‑outs. Schemes will update their rulebooks at different
speeds. Supervisors will read consumer protection obligations through different lenses.

Retail payments work because trust feels steady, even when the technology underneath
keeps shifting. Most people do not know how tokenisation works, or what sits behind a
passkey. They assume that if something goes wrong, there is a structured way to deal with it.
The mechanics may differ across rails, and in some cases recovery is far from perfect, but
the expectation of recourse is still there.

That confidence rests on a few shared assumptions. Someone can be identified. Someone
had authority to act. Somewhere in the chain, liability is anchored. Users rarely frame it in
those terms, but the system depends on those anchors holding.

Agentic execution begins to test them.



Transparency, in this context, does not mean exposing proprietary models. It means making
agency visible: when a system is acting on someone’s behalf, what it is permitted to do, and
where accountability sits. It means being able to trace how authority was granted, how far it
extends, and when it should expire or be renewed.

If agents are going to act on behalf of consumers and businesses at scale, those agents will
also need guardrails of their own. The idea of something like “responsible agenting” is likely
to emerge. It is not enough that a broad mandate technically exists; there will be
expectations around what is reasonable for an agent to do without fresh confirmation, and
what requires a new, explicit, yes.

All of this makes industry coordination more urgent. Individual firms can tighten controls
within their own walls. Schemes can evolve technical standards and messaging formats.
Regulators can adjust guidance and enforcement priorities. Taken in isolation, though, those
efforts risk creating uneven experiences and patchy trust.

Consent, for example, was never designed to stretch indefinitely. Delegated authority was
usually framed around a person instructing another person, or a clearly defined service
provider. That feels different when decisions are being shaped, interpreted, and executed by
systems operating with a degree of autonomy.

And then there is responsibility. When no individual is pressing the button in real time,
where does it sit? The answer cannot simply be “everywhere”.

Non‑human actors are already making real decisions inside the rails. The rules themselves
are not necessarily broken. But the way we read them, apply them and rely on them has not
quite adjusted to that shift.

The ability to automate is accelerating. The obligation to maintain trust has not changed.
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